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Abstract

Interdisciplinary communication is critical to effective patient care, yet in real-world clinical settings it is often hindered by unclear
intent, missing information, and mistrust of external data. Despite widespread adoption of electronic health records, communica-
tion breakdowns remain a major source of inefficiency and error. This study evaluated whether large language models (LLMs)
can mediate surgeon—specialist communication by revising notes to align with recipients’ informational needs while preserving
clinical meaning. We collected and annotated over 250 de-identified interdisciplinary clinical notes from a multi-specialty hospi-
tal according to the SACCIA framework. Using a blinded vignette-based simulation experiment, clinicians rated original versus
Al-revised documents across seven SACCIA dimensions and response times were recorded. Results show that Al-revised notes
were consistently rated higher in clarity, contextualization, and trust. While they required longer reading times, clinicians answered
evaluation questions more quickly, suggesting reduced ambiguity and greater confidence in interpretation. These findings high-
light LLMs as potential assistants in cross-checking documentation quality before transmission. For simulation research, the work
demonstrates how controlled vignette-based protocols can capture real-world cognitive effects of Al-mediated communication,
advancing methodological frameworks for testing intelligent systems in clinical workflows.
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1. Introduction

Effective communication among healthcare professionals is fundamental to patient safety, continuity of care, and
efficient decision-making. In multidisciplinary hospital environments — where surgeons, internists, anesthesiologists,
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and other specialists must collaborate across departments — written documentation remains the primary medium
for information exchange. Clinical notes, including discharge summaries, consultation reports, and progress notes,
are not merely static records but essential instruments for coordinating care and ensuring that critical information
is accessible to all members of the care team. Despite their centrality, inter-specialist documents frequently suffer
from quality deficiencies such as ambiguity, insufficient context, and unclear structure. These issues limit their utility,
impose unnecessary cognitive load on the receiving clinician, and can lead to delays or errors in patient management.
Such communication failures persist despite the widespread adoption of electronic health records (EHR), reflecting a
combination of staff-related, organizational, and systemic factors.

Recent advances in natural language processing (NLP), and in particular large language models (LLMs), offer
new opportunities to address these challenges. LLMs can process unstructured clinical text, rephrase and summarize
content, and adapt messages to specific audiences while preserving medical accuracy. This positions them as potential
mediators in inter-specialist communication, improving sufficiency, clarity, and contextualization of documentation.
While LLMs are increasingly applied in clinical documentation and decision support, empirical evidence remains
limited on their effectiveness in enhancing professional-to-professional communication, or on how clinicians perceive
and trust Al-mediated outputs.

The present study addresses this gap by evaluating whether LLM-mediated revisions can improve the communica-
tive quality of inter-specialist notes. Using the SACCIA safe-communication framework as an analytic lens [17], we
annotated a corpus of 256 clinical documents from a multi-specialty hospital to identify common deficiencies and
generate targeted Al revisions. We then conducted a blinded vignette-based evaluation in which clinicians compared
original and Al-revised notes across seven dimensions. Alongside Likert-scale ratings, we recorded both reading
times and response latencies, enabling analysis of how note quality influenced interpretive efficiency and confidence
in judgment. In addition to providing evidence on the potential of Al-mediated documentation, this study contributes
methodologically by demonstrating how vignette-based simulation protocols can isolate cognitive effects of commu-
nication quality.

2. Al and Large Language Models in contemporary healthcare practice

In recent years, LLMs moved from proof-of-concept demonstrations to tangible components of clinical work-
flows, marking a transformative shift in healthcare informatics. Proprietary models such as OpenAI’s GPT series and
Anthropic’s Claude have been fine-tuned and integrated into a wide range of healthcare applications [10]. General-
purpose LLMs, such as GPT-4 has shown strong performance in summarizing patient histories, assisting with differ-
ential diagnosis, and supporting clinical decision-making across complex datasets, including EHRs. It has achieved
near-expert scores on medical licensing examinations and has been applied in high-stakes, real-world contexts [9].
Beyond case-specific reasoning, GPT-4 has also been leveraged for predictive analytics, including early detection of
disease outbreaks and optimization of hospital resource allocation. Its deployment, however, requires rigorous ad-
herence to ethical, privacy, and regulatory standards, in order to mitigate risks associated with algorithmic bias, data
leakage, and explainability gaps [8]. Anthropic’s Claude has likewise demonstrated considerable potential for clini-
cal integration. With the ability to process and synthesize large volumes of unstructured data — including medical
imaging reports, laboratory records, and patient charts — it has been applied to tasks such as disease diagnosis,
personalized treatment planning, drug discovery, and clinical trial design [6].

Alongside these general-purpose systems, a growing ecosystem of domain-specific LLMs is emerging, each op-
timized for clinical and biomedical tasks through continual pretraining on specialized corpora and fine-tuning with
domain-targeted datasets [4]. Google’s Med-PaLLM, for instance, have advanced medical question answering and
achieved state-of-the-art performance on medical benchmarks [5]. Similarly, GatorTron, trained on a massive collec-
tion of clinical notes and biomedical literature, improves the contextual understanding of medical language, thereby
enhancing a broad range of NLP tasks in clinical informatics [7]. Open-source initiatives are also gaining traction [3].
The most recent wave of innovation has moved toward multimodal LLMs capable of integrating textual, imaging, and
structured clinical data. This enables richer diagnostic reasoning, such as combining radiology images with patient
histories to improve detection accuracy, or merging laboratory trends with clinical notes to guide treatment planning
[2]. Microsoft’s Al Diagnostic Orchestrator (MAI-DxO) exemplifies this trend by coordinating multiple LLM agents
in a “chain-of-debate” framework to interpret complex medical cases.
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Beyond diagnostics, LLMs are being deployed to alleviate one of the most persistent burdens in clinical prac-
tice: documentation. Al medical scribes now transcribe patient—clinician dialogues in real time, generate structured
summaries, and assist in producing referral letters and discharge notes [1]. Coupled with speech recognition technolo-
gies, generative systems have also been applied to structured formats such as SOAP and BIRP notes, improving both
efficiency and adherence to patient-centered care principles while addressing clinician burnout [19].

Clinical notes and handover documents frequently suffer from a range of well-documented quality issues, includ-
ing incomplete, ambiguous, outdated, or inaccurate information. Specific deficiencies include missing critical data,
delayed or duplicate entries, unstandardized formats, use of unclear abbreviations, and illegible handwriting [18].
The literature attributes these quality problems to a variety of underlying factors. Staff-related challenges, such as
inconsistent documentation practices, insufficient training, technical skill disparities, and variability in clinical knowl-
edge, are major contributors. High workload, time pressures, and staff shortages further exacerbate these failings.
Organizational and systemic factors—including lack of standardized protocols, inadequate IT infrastructure, and in-
sufficient data governance—also play a significant role. External barriers, such as inconsistent formatting between
providers and errors propagated from external clinical documents, compound these problems. Ultimately, the inter-
action of individual, organizational, and system-level factors leads to pervasive inconsistencies and deficiencies in
clinical documentation [18].

Despite rapid advances in LLM capabilities, most reported healthcare applications focus on either patient-facing
interactions or structured information extraction, with comparatively limited empirical evidence on their effectiveness
in improving professional-to-professional communication within real clinical workflows. This convergence of a docu-
mented problem and an emerging technological capability defines the rationale for the present study. Specifically, we
investigate whether LLMs can act as mediators in inter-specialist communication by revising existing clinical notes
to enhance clarity, sufficiency, and contextualization without altering their intended meaning.

3. Methodology
3.1. Study objective and rationale

To evaluate the impact of Al-mediated revisions in a controlled and unbiased way, we adopted a blinded vignette-
based experimental design. Clinicians reviewed short excerpts of inter-specialist notes (i.e. the vignettes) and provided
structured ratings without being informed of the provenance of the text (original human-authored vs. Al-revised).
Such blinding ensures that judgments reflect the intrinsic communicative quality of the notes rather than preconceived
notions about human or Al authorship. This approach aligns with recent experimental protocols in the medical Al
literature, where blinded comparisons have been shown to elicit more reliable assessments of textual quality [11, 12,
13, 14].

3.2. Data source, corpus overview and digitalization

The empirical base of this study is a curated corpus of 256 paper-based clinical documents, collected from the
hospital “Annunziata” in Cosenza (Italy). The documents types are relevant to the surgical workflow and categorized
according to their role in inter-professional communication. Each record is treated as an independent observational
unit; consequently, we cannot determine whether, for example, a pathology report and a specialist consultation relate
to the same patient. All documents - written in Italian language - were analysed by the medical research team to avoid
identifying the patient or the physician authoring the communication note. Documents were pseudonymized (only the
medical team from the hospital owns the key to re-identify), then digitised. The resulting metadata were transcribed
into an Excel worksheet with four fields (documentType, authorID, question, and response) to support downstream
processing and analysis. Table 1 provides an overview of the corpus.

3.3. Document annotation

The SACCIA Safe-Communication framework - comprising the five core competencies Sufficiency, Accuracy,
Clarity, Contextualisation, and Interpersonal Adaptation - offers a theory-grounded lens for coding the quality of clin-
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ical documentation used for inter-specialist communication [17]. Table 2 provides a mapping of common inconsis-
tencies and quality issues in clinical notes and handovers to each SACCIA competency. To annotate the corpus with
existing quality issues, we adopted a dual-annotator, span-level workflow. An Excel workbook was prepared with
columns “docID”, "Issue Label”, and ”Snippet”. One consultant surgeon and one research assistant reviewed each
PDF. For every sentence exhibiting an issue, the annotator pasted the verbatim span (or transcribed it if handwritten)
and selected a label from a drop-down list reflecting the 5 SACCIA competencies.

Table 1. Corpus overview

Document type Description Requested from  To #docs  #au-
thors

Surgeon Responses or evaluations requested by Other Surgeons 85 6

consultations surgeons to other specialists

Specialist Formal requests from surgeons to other Surgeons Other 61 28

consultations specialists seeking opinions or co-management

Pathology Summaries of histological examinations and Pathologists Surgeons 60 7

reports diagnostic interpretations that confirm or refine

surgical findings
Radiology Imaging interpretations written by radiologists ~ Radiologists Surgeons 50 18
reports to guide surgical or medical decision-making

Table 2. Quality issues in clinical documentation mapped to SACCIA framework
SACCIA competency

Sufficiency (S)

Description Typical quality issues

the extent to which care participants convey, extract, and
exchange a sufficient amount of information in order to arrive at
a shared understanding

the extent to which care participants convey correct information,
interpret information correctly, and utilize their communication
with each other to validate the accuracy of their communicated
message content

Missing data; incomplete
handover; insufficient rationale
Accuracy (A) Incorrect details; outdated
information; transcription errors

Clarity (C) the extent to which care participants express and interpret verbal ~ Ambiguity; illegible handwriting;
and nonverbal messages clearly (i.e., unambiguously) and utilize =~ unclear abbreviations
their interaction with each other to reduce uncertainty
Contextualization the extent to which care participants frame their interaction Lack of clinical context; missing
(Ctx) within local interactional circumstances such as hierarchies, time  urgency or specifics; not
pressure, or discrepant goals that either facilitate or create following protocols
barriers to shared understanding
Interpersonal the extent to which participants respond to implicitly (i.e., Not adjusting for audience; lack
Adaptation (IA) nonverbally) and explicitly (i.e., verbally) expressed needs and of feedback; misjudging

expectations to maximize the likelihood of shared understanding

hierarchical/cultural norms

3.4. Preparation

3.4.1. Sampling

From the annotated corpus of 256 inter-specialist clinical documents, we selected a subset for experimental eval-
uation based on three criteria: representativeness, coverage of quality issue diversity, and suitability for balanced
experimental design. Because it was not feasible to submit the full corpus to clinician judges within the constraints
of the evaluation protocol, we implemented a stratified sampling procedure to obtain a manageable yet representative
subset. Sampling was stratified by document type (surgeon consultations, specialist consultations, pathology reports,
radiology reports) to preserve the proportional distribution of disciplines in the corpus, and by severity of communica-
tion problems, defined as the number of SACCIA competencies in which at least one issue was detected (range: 0-5).
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This ensured inclusion of both low-complexity cases (single-issue documents) and high-complexity cases (multi-
issue documents), as well as a minority of “good” (HQ: High-Quality) documents without any detected quality issues,
allowing us to assess the model’s ability to leave high-quality notes unchanged. Within each type X severity cell,
documents were randomly sampled with the additional constraint that all five SACCIA competencies (Sufficiency,
Accuracy, Clarity, Contextualisation, Interpersonal Adaptation) were represented at least six times across the final set,
enabling targeted sub-analysis of model performance on specific issue categories.

3.4.2. A blinded-vignette simulation design

From the stratified sample (Table 4), documents were prepared in two parallel versions: the Original (O) note and
the LLM-revised version (R), generated via GPT-5 prompts targeting the identified issues (see Sec. 3.4.3).

We adopted a blinded vignette-based design with a between-subjects, independent-samples scheme for the O vs.
R comparison. The experimental corpus was divided into two parallel questionnaires (Q1 and Q2), each containing
40 vignettes showing either O or R version). This ensured that no participant ever viewed both versions of the same
document, preserving a strictly between-subjects comparison for the O vs. R contrast.

3.4.3. LLM revision pipeline

In this study, the LLM does not generate clinical documentation de novo, but rather revises existing communication
notes authored by other clinicians. This distinction is critical: the system functions as a mediator between the note’s
original author and its intended recipient, aligning the content with the reader’s informational needs while preserving
the clinical meaning. Such mediation can be particularly valuable in two situations. First, it can help bridge the
competency gap between junior and senior surgeons — for example, young surgeons who may lack the domain-
specific language skills or interpretive experience to fully extract the intended message from a specialist’s note. Here,
the LLM acts as a leveller, increasing accessibility and ensuring that essential details are not lost due to differences
in expertise. Second, even for experienced clinicians, the LLM can expedite interpretation when the source note
contains ambiguous, incomplete, or poorly structured information. By clarifying and restructuring such notes, the
system reduces cognitive load and accelerates comprehension, potentially leading to more effective decision-making
and fewer delays in patient management.

On August 11th, 2025, the authored notes were processed using GPT-5, the latest flagship large language model
from OpenAl. The following prompt was used to generate the revised version and run for each single document:
”You are an expert senior clinician—editor revising inter-specialist communication notes. Your task is to rewrite the
note into a professional, high-quality version that follows the SBAR framework (Situation, Background, Assessment,
Recommendation) to reduce communication issues (detected according to the SACCIA framework - i.e. Sufficiency, Ac-
curacy, Clarity, Contextualization, Interpersonal Adaptation). The input you can use include: 1) The original clinical
note; 2) The issue category identified; 3) A snippet highlighting the quality issue. The requirements for the revised note
are: a) Preserve all correct clinical facts and the intended meaning; b) Resolve ambiguities, unclear abbreviations,
and incomplete rationale; c) Improve clarity, structure, and contextualization for inter-specialist communication; d)
Use a professional tone with appropriate detail for clinician-to-clinician exchange (not patient-facing); e) Do not add
or infer diagnoses, procedures, or findings not present in the original note; f) Use clear, concise, professional medical
language; g) Standardize layout and style so typography or length cannot reveal authorship. The output must be only
the complete, revised note (no explanations, reasoning, or commentary).”.

3.5. Tool development and recruitment

All sampled notes were presented to participants as digitised text transcriptions of the annotated spans rather than
original handwritten scans, eliminating legibility as a confounding factor. A blinded vignette randomized evalua-
tion experiment was conducted to simulate real-world inter-specialist communication, enabling measurement of how
LLM-mediated revisions influence clinicians’ comprehension, perceived clarity, trust, and intended management deci-
sions compared to original and expert-edited notes. The vignette is the inter-specialist note (the original one or its Al-
or expert-revised version). The evaluation is blinded because participants do not know the origin of the text (human
vs Al), so their judgments are based solely on content, not on perceived source. The subjective perception questions
were rated on a 5-point Likert scale, ranging from completely disagree (1) to completely agree (5). The items used in
this study were as follows:
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The note contained all information I needed to understand the case (S);
The information in the note is factually correct (A);

The wording and structure were clear and unambiguous (C);

The note provided adequate clinical context for the findings (Ctx);

The note was adapted to my professional needs and expectations (IA);
I would trust this note to guide patient care (Overall trust);

Reading this note required low mental effort (Cognitive load).

In addition to the Likert-scale evaluations, response times were automatically recorded at two levels: the time
required to read each vignette and the latency to provide an answer for each evaluation question. These measures
provide indicators of cognitive processing, capturing both the effort invested in comprehending the note and the
confidence with which judgments were made. The questionnaire was implemented on the LimeSurvey platform.

Given the study objective and the need to balance questionnaire length with participant burden, we recruited a
total of 18 clinicians. Participants were evenly distributed across the two questionnaire forms (9 per form), ensuring
balanced exposure to the vignettes while maintaining adequate statistical power for between-subjects comparisons.

4. Results and discussion
4.1. Annotated documents

Table 3 summarizes the prevalence and distribution of quality issues detected in each document type (dominant
SACCIA category) and severity (number of SACCIA issue categories per document) according to the procedure
in Section 3.3. Percentages in the SACCIA columns represent the proportion of documents in which at least one
issue was identified for that competency. The counts indicate the number of documents presenting multiple (two or
more) quality issues, from O up to 5 distinct SACCIA categories. Across the dataset, only 36 out of 256 documents
(14%) were considered good, with no quality issues detected in any SACCIA dimension. The majority of documents
contained at least one problem, and multi-dimensional deficiencies were frequent.

Table 3. Prevalence of quality issues in the retrieved corpus, mapped to the SACCIA framework. Counts indicate the number of issues detected per
competency (left) and the number of documents by severity, defined as the number of distinct SACCIA categories affected (right).

SACCIA issue categories detected Docs by severity
Document type S A C Cx IA Tot O 1 2 3 4 5
Surgeon consultations (n = 85) 23 12 51 28 26 140 19 25 23 9 3 6

Specialist consultations (n = 61) 47 33 47 51 38 216 4 4 6 11 13 23
Radiology reports (n = 50) 19 14 47 33 50 163 O 1 15 14 10 10
Pathology reports (n = 60) 11 8 36 32 45 132 5 13 18 14 9 1
Total (n = 256) 100 67 181 144 159 651 28 43 62 48 35 40

Surgeon consultations exhibited a substantial prevalence of Clarity issues (60%) and a moderate proportion of
Contextualization problems (33%) and Sufficiency problems (27%), with Accuracy and Interpersonal Adaptation
deficiencies present in 14% and 15% of documents, respectively. Specialist consultations showed notably high rates
of issues across most dimensions (all dimensions scored no less than 50%), suggesting that these notes frequently
contain quality concerns. The rightmost columns reveal that multi-dimensional quality problems are common. In
surgeon consultations, most documents contained one or two distinct issues (29 and 22 cases, respectively), with a
minority showing four or five concurrent issues (3 and 6 cases). Specialist consultations displayed a wider spread, with
many documents falling into the higher-issue categories (13 cases with four issues and 23 cases with five). Instead,
pathology and Radiology reports were particularly affected by Clarity problems (94% and 60% respectively) and
Contextualization issues (66% and 53% respectively). Pathology and radiology reports tended to cluster around 1 or 2
issues. These results indicate that quality problems are not only frequent but often co-occur across multiple SACCIA
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competencies, particularly in specialist consultations and surgeon notes, potentially compounding their impact on
inter-specialist communication.

4.2. Comparison of original and Al-revised notes
The main study corpus sample comprised 35 documents with > 1 SACCIA issue, supplemented by a stratified

sample of 5 issue-free documents, retained as naturally high-quality originals (HQ), used as a quasi-benchmark. This
distribution (Table 4) is proportional to the available counts per type and severity in Table 3.

Table 4. Distribution of sampled documents by type and number of detected quality issues.

Document type Oissues 1lissue 2issues 3issues 4issues Sissues Total
Surgeon consultations 3 3 3 1 1 1 12
Specialist consultations 1 1 1 2 2 3 10
Radiology reports 0 1 2 2 2 2 9
Pathology reports 1 2 2 2 1 1 9
Total 5 7 8 7 6 7 40

For analysis, we linearly rescaled the range of answers to a symmetric interval from —2 to +2. In this representation,
0 corresponds to the neutral midpoint (neither agree nor disagree), with negative values indicating disagreement
and positive values indicating agreement. This transformation allows direct interpretation of mean scores relative to
neutrality and preserves the ordinal spacing of the original Likert responses. Full results are given in Table 5.

Across conditions, even the original notes achieved average ratings around 0.5 (on the standardized scale), corre-
sponding to values between neither agree nor disagree and somewhat agree. This indicates that baseline documenta-
tion was not perceived as severely deficient, but rather as adequate though suboptimal. In other words, the task was
not to rescue failed communication, but to improve notes that were already judged moderately acceptable.

We conducted a one-way ANOVA in Minitab, with document version (O vs. R) as the main factor, assuming
equal variances, using a 95% confidence interval and post-hoc Tukey tests. Interval plots (Figure 1) illustrate the
results. Al-revised notes were consistently rated higher than original notes across all seven criteria. The average
gain was approximately 0.7 scale points, which represents a meaningful shift in perceived communicative quality (as
demonstrated by the Tukey test). Importantly, Cognitive load—teverse-scored so that higher values indicate lower
mental effort—also showed a robust improvement for Al-revised notes. This finding supports the interpretation that
clinicians not only perceived the revised notes as clearer, but also processed them more efficiently, with reduced
interpretive burden. Taken together, these results provide convergent evidence that LLM-mediated revisions yield
broad improvements in the perceived quality of inter-specialist notes. The findings support the hypothesis that Al
can function as an effective mediator, enhancing sufficiency, clarity, and efficiency of communication while reducing
cognitive demands on the reader.

4.3. Response time dynamics

Analysis of response times (Table 6) revealed a two-level pattern. First, clinicians required more time to read Al-
revised notes than original notes, in some cases almost twice as long. This increase is attributable to the fact that
revised notes were systematically longer and more explicative, reflecting the resolution of identified communication
deficiencies. Second, and more importantly, the time taken to respond to each evaluation question was shorter in the
Al-revised condition. This suggests that while reading required greater initial investment, subsequent judgments were
reached more rapidly. Clinicians appeared to require less deliberation when evaluating revised notes, implying that the
information was clearer and more straightforward to interpret. This combination indicates a redistribution of cognitive
effort: additional time is spent absorbing a more complete message, but less time is needed to resolve ambiguities or
infer missing details. The shorter decision latencies suggest higher confidence in the ratings provided, reinforcing the
validity of the improved scores in clarity, trust, and cognitive load. In real-world practice, such a shift may enhance ef-
ficiency by reducing uncertainty, streamlining decision-making, and minimizing the risk of miscommunication despite
a modest increase in reading time.
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Table 5. Mean clinician ratings for each vignette (1-40) across the seven evaluation dimensions: Sufficiency (S), Accuracy (A), Clarity (C),

Contextualization (Ctx), Interpersonal Adaptation (IA), Overall Trust (T), and Cognitive Load (CL). Scores are reported for original notes (O) and

Al-revised notes (R). The final five vignettes correspond to high-quality (HQ) reference notes
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Fig. 1. Mean clinician ratings (with 95% confidence intervals) across the seven evaluation criteria: Sufficiency (S), Accuracy (A), Clarity (C),
Contextualization (Ctx), Interpersonal Adaptation (IA), Overall Trust, and Cognitive Load (reverse-scored)

Table 6. Mean response times (in seconds) for reading vignettes and answering evaluation questions, reported for original (O) and Al-revised (R)
notes. Delta indicates the difference (R-O).

Measure (0] R A
Reading time
Time to read the vignette 41.64 7443  +32.78
Response time per dimension
Sufficiency (S) 10.80  16.66 +5.86
Accuracy (A) 7.46 6.29 -1.17
Clarity (C) 6.87 6.08 -0.79
Contextualization (Ctx) 6.41 6.09 -0.31
Interpersonal Adaptation (IA)  6.11 591 -0.20
Overall Trust (T) 6.05 6.30 +0.26
Cognitive Load (CL) 6.53 6.15 -0.38
Average time per vignette 91.88 12791  36.03

5. Conclusions

This study shows that Al-revised notes were consistently rated higher than original notes across all SACCIA dimen-
sions. Although reading time was longer for revised notes due to their greater explicative detail, clinicians required less
time to answer evaluation questions, suggesting reduced ambiguity and greater confidence in their judgments. These
results indicate that AI mediation can reduce interpretive burden and foster more reliable inter-professional commu-
nication. This work advances the theory and practice of simulation by providing a controlled, blinded vignette-based
experiment that captures real-world cognitive processes in interdisciplinary communication. Simulation methodolo-
gies were instrumental in isolating the effect of text quality on clinicians’ perceptions, thereby offering a reproducible
framework to test emerging Al interventions in clinical workflows.

Several limitations should be noted. First, we evaluated a single, general-purpose LLLM; results may differ across
models or with domain-specific systems. Second, the quality of revisions is sensitive to prompt design, and alterna-
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tive prompting strategies may yield different outcomes. Third, expert-edited benchmarks could not be collected due to
lack of case familiarity, underscoring the situated and contextual nature of expertise in inter-specialist communication.
Fourth, respondents did not review both the original and the Al-revised versions of the same note, and thus judgments
for a given document were never collected from the same individual. Despite these limitations, the study highlights
the potential of Al to act as an assistant in cross-checking clinical communication notes before transmission, alert-
ing the author when sufficiency, clarity, or contextualization may be inadequate for colleagues with different levels
of experience. This supports promising directions for embedding Al support into the preparation stage of clinical
documentation, improving decision-making efficiency, and supporting safer care delivery.

Acknowledgements

We are deeply grateful to all the surgeons who generously participated in the survey and contributed their time
and expertise to this study. We also acknowledge the support of the collaborating hospital departments for facilitating
access to clinical documentation and enabling this investigation.

References

[1] Kernberg, A., Gold, J. A., & Mohan, V. (2024). Using ChatGPT-4 to create structured medical notes from audio recordings of physician-patient
encounters: comparative study. Journal of medical Internet research, 26, e54419.

[2] Xiao, H., Zhou, F, Liu, X., Liu, T., Li, Z., Liu, X., & Huang, X. (2025). A comprehensive survey of large language models and multimodal
large language models in medicine. Information Fusion, 117, 102888.

[3] Nazi, Z. A., & Peng, W. (2024, August). Large language models in healthcare and medical domain: A review. In Informatics (Vol. 11, No. 3,
p- 57). MDPL

[4] Zhang, P, Shi, J., & Kamel Boulos, M. N. (2024). Generative Al in medicine and healthcare: moving beyond the ‘peak of inflated expectations’.
Future Internet, 16(12), 462.

[S] Wang, D.Q., Feng, L. Y., Ye, J. G., Zou, J. G., & Zheng, Y. F. (2023). Accelerating the integration of ChatGPT and other large-scale Al models
into biomedical research and healthcare. MedComm-Future Medicine, 2(2), e43.

[6] Elyoseph, Z., Levkovich, I., & Shinan-Altman, S. (2024). Assessing prognosis in depression: comparing perspectives of Al models, mental
health professionals and the general public. Family Medicine and Community Health, 12(Suppl 1), e002583.

[7] Peng, C., Yang, X., Chen, A., Smith, K. E., PourNejatian, N., Costa, A. B., ... & Wu, Y. (2023). A study of generative large language model
for medical research and healthcare. NPJ digital medicine, 6(1), 210.

[8] Meskd, B., & Topol, E. J. (2023). The imperative for regulatory oversight of large language models (or generative Al) in healthcare. NPJ digital
medicine, 6(1), 120.

[9] Lyu, Q., Tan, J., Zapadka, M. E., Ponnatapura, J., Niu, C., Myers, K. J., ... & Whitlow, C. T. (2023). Translating radiology reports into plain
language using ChatGPT and GPT-4 with prompt learning: results, limitations, and potential. Visual Computing for Industry, Biomedicine, and
Art, 6(1), 9.

[10] Cascella, M., Montomoli, J., Bellini, V., & Bignami, E. (2023). Evaluating the feasibility of ChatGPT in healthcare: an analysis of multiple
clinical and research scenarios. Journal of medical systems, 47(1), 33.

[11] Clough, R. A.J., Sparkes, W. A., Clough, O. T., Sykes, J. T., Steventon, A. T., & King, K. (2024). Transforming healthcare documentation: har-
nessing the potential of Al to generate discharge summaries. BIGP open,8(1), BIGPO.2023.0116. https://doi.org/10.3399/BIGP0.2023.0116

[12] Ayers JW, Poliak A, Dredze M, et al. Comparing Physician and Artificial Intelligence Chatbot Responses to Patient Questions Posted to a
Public Social Media Forum. JAMA Intern Med. 2023;183(6):589-596. doi:10.1001/jamainternmed.2023.1838

[13] Foyen, L. F., Zapel, E., Lekander, M., Hedman-Lagerlof, E., & Lindsiter, E. (2025). Artificial intelligence vs. human expert: Licensed mental
health clinicians’ blinded evaluation of Al-generated and expert psychological advice on quality, empathy, and perceived authorship. Internet
Interventions, 41, 100841.

[14] Bhayana, R., Alwahbi, O., Ladak, A. M., Deng, Y., Basso Dias, A., Elbanna, K., ... & Krishna, S. (2025). Leveraging large language models to
generate clinical histories for oncologic imaging requisitions. Radiology, 314(2), e242134.

[15] Shieh, A., Tran, B., He, G., Kumar, M., Freed, J. A., & Majety, P. (2024). Assessing ChatGPT 4.0’s test performance and clinical diagnostic
accuracy on USMLE STEP 2 CK and clinical case reports. Scientific reports, 14(1), 9330.

[16] Syyrild, T., Vehvildinen-Julkunen, K., Mikkonen, S., & Hérkdnen, M. (2023). Measuring health professionals’ perceptions of communication
contributing to medication incidents in hospitals-scale development and primary results of weekly perceived communication challenges. BMC
nursing, 22(1), 285.

[17] Hannawa, A. F. (2018). “SACCIA Safe Communication”: Five core competencies for safe and high-quality care. Journal of Patient Safety and
Risk Management, 23(3), 99-107.

[18] Tshering, G., Troeung, L., Walton, R., & Martini, A. (2024). Factors impacting clinical data and documentation quality in Australian aged care
and disability services: a user-centred perspective. BMC geriatrics, 24(1), 338.

[19] Biswas, A., & Talukdar, W. (2024). Intelligent clinical documentation: Harnessing generative Al for patient-centric clinical note generation.
arXiv preprint arXiv:2405.18346.



